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Abstract 
 
The 3D Surface representation (S-rep) can be employed to 
illustrate solid models of physical objects. 3D S-reps have been 
successfully used in CAD/CAM, and in conjunction with texture 
mapping, in the modern gaming industry to customize avatars, 
improve the gaming realism and sense of presence. Current 
healthcare systems require patient specific information sharing for 
planning, training and patient education. We are proposing a cost 
effective method to generate patient specific S-reps and convert 
them to optimized X3D models in the context of medical 
simulations for planning, training and patient education. We 
assess the accuracy of the S-rep and its potential for inclusion in 
Web3D-based interactive medical simulations. We exemplify 
with an interactive X3D tool for medical planning and training of 
the complex X-Ray and Proton therapy procedures. 
 
CR Categories: H.5.3 [Group and Organization Interfaces]: Web-
based interaction; I.3.7 [Three-Dimensional Graphics and 
Realism]: Animation; I.4.1 [Digitization and Image Capture]: 
Scanning; I.6.8 [Types of Simulation]: Visual; J.3 [Life and 
Medical Sciences]: Medical Information Systems.  
 
Keywords: Proton Therapy, X-Ray Therapy, Medical Simulation, 
X3D, 3D Scanning, 3D Modeling. 
 

1  Introduction 
 
There are several techniques used to represent 3D objects. One of 
them, Surface representation (S-rep), delineates objects in terms 
of their “skin,” that is the frontier between the model and the 
environment. S-rep techniques are extensively used in CAD/CAM 
modeling of solid objects among other methods like cell 
decomposition, set theoretic and general sweeping [Stroud 2006]. 
S-reps can be useful in medical simulation for planning and 
training, more specifically for procedures that involve complex 
systems e.g. radiotherapy.  
 
Radiotherapy is a complex procedure for cancer treatment 
commonly administered in conjunction with other forms of cancer 
management like surgery and chemotherapy. External beam 
radiotherapy systems can be broadly categorized as: X-Ray 
Therapy (XRT) and Proton Therapy (PT). 
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The concerns when using such complex systems arise from the 
fact that medical 3D planning systems are limited in accurately 
predicting and preventing collisions among different hardware 
system components and the patient [Hamza-Lup et al. 2006]. We 
propose a cost effective, real-time 3D digitization solution and a 
patient S-rep processing and optimization method, designed for 
interactive medical planning and training. The proposed solution 
generates an optimized X3D patient specific S-rep. We benefit 
from X3D’s web capabilities to deploy a prototype S-rep in an 
existing medical simulation system for 3D Radiation Therapy 
Training (3DRTT) [Hamza-Lup et al. 2008]. 
 
The paper is structured as follows. Section 2 provides a brief 
review of the state-of-the-art in scanning, software and hardware, 
followed by an overview of the (3DRTT) system, an X3D based 
X-Ray and Proton Therapy medical planning and training system. 
Section 3 describes the data acquisition process using the 
Microsoft Kinect (MK) and Microsoft Kinect v2 (MKv2), 
followed by the patient data acquisition scenarios setups in 
Section 4. Section 5 details the X3D processing and optimization 
algorithms and ascertains the accuracy of the resulting X3D 
model. Conclusions and future work are presented in Section 6.  
 

2  Related Work 
 
Two areas of active research related to 3D surface model 
acquisition are 3D scanning systems and the algorithms used to 
reconstruct and optimize the data acquired from the scanners.  
 
2.1  Surface Scanning: Hardware and Software 
 
3D scanning systems can be broadly categorized as contact, non-
contact passive (NCP), and non-contact active (NCA). Contact 3D 
scanners such as Coordinate Measuring Machines (CMMs) are 
accurate up to micrometer levels. However, CMMs require direct 
contact with the object and therefore cannot scan fragile, 
deformable or moving objects (such as a person), they take hours 
to digitize objects, and are expensive. Wing CMMs are NCP 
scanners, which do not directly touch the object or emit any kind 
of light or radiation. A common form of NCPs are stereoscopic 
camera systems which use 2 video cameras in fixed positions to 
calculate the distance to a set of points observed by both cameras. 
Stereoscopic camera systems [Takahasi and Matsuoka 2010] are 
cost effective and have a scanning error of less than 10%. NCA 
scanners, which do not directly contact the object but emit 
light/radiation in spatial and temporal patterns, measure the light 
to determine the distance to a point on an object.  
 
Computed tomography (CT) is a form of a NCA scanner 
commonly used in the medical field to digitize patients with the 
unfortunate side effect of additional radiation. Malignancy 
patients undergoing XRT or PT should not be subject to 
additional radiation, therefore obtaining S-reps for such patients 
requires alternatives like structured light scanners or time of flight 
scanners.  
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Since Microsoft’s introduction of the NCA scanners (e.g. 
Kinect/v2) into the gaming industry, the entry level price of these 
scanners has fallen significantly, making them attractive solutions 
for scanning human size objects. NCA scanners work well for 
scanning non-reflective objects, because the fast scan times makes 
it possible to merge point clouds in real-time enabling interactive 
simulations. A comparison (Table 1) among the specifications of 
a set of NCA and NCP scanners on the market today including: 
Kinect/v2 [Microsoft 2015], Sense [Cubify 2015], SCANIFY 
[Fuel 3D 2015], and David SLS-2 [David Group 2015], show an 
accuracy variation and also a significant reduction in price for 
millimeter accuracy scanning systems.  
 

Table 1: Sample of 3D scanners attributes 

 

Name 
Operating 

range 

Frame 

Speed 
Accuracy 

Scanner 

Type 

Kinect 

($250) 
[0.4 ,4] m* 30Hz 

3mm @ 

1.0m# 

NCA 

Structured 

Light 

Kinect v2 

($200) 
[0.5, 4.5] m* 30Hz 

1mm @ 

1m# 

NCA 

Time of 

Flight 

Sense 

($500) 
[0.4 ,3.5] m* 30Hz 

1mm @ 

0.5m$ 

NCA 

Structured 

Light 

SCANIFY 

($1500) 
[0.35, 0.45] m 10Hz 

350 

microns$ 

NCP 
Stereoscopic 

and photometric 

David SLS-2 

($3000) 
[0.4, ∞) m  30Hz 

<1% of 

length$ 

NCA 

Structured 

Light 

 
* Accuracy is reduced with distance. 
$ Advertised accuracy 
# Reduced field-of-view. See section 3.3. 

 
Many software applications and algorithms for 3D scanner data 
acquisition and optimization are targeted at processing a large set 
of points with various degrees of accuracy. For specific standards 
like X3D [WEB3D CONSORTIUM 2015], BitManagement [2015] 
provides tools for polygonal mesh optimization which can be used 
on the raw data, i.e. the cloud-points in conjunction with software 
such as Blender [Blender Foundation 2015], Meshlab [2015], or 
the visualization toolkit VTK [Kitware 2015]. Similarly, the Point 
Cloud Library (PCL) [PCL 2015] is an open source library which 
provides algorithms for “cleaning” noisy 3D scans and 
reconstructing them into noise free 3D objects.  Among others, 
Microsoft offers a free Software Development Kit (SDK) for the 
Microsoft Kinect (MK) and MK version 2 (MKv2).  Proprietary 
SDKs such as ReconstructMe [Profactor 2015] specifically targets 
the scanning of human size objects.  
 
Research on MKs [Shin et al. 2013] has determined that the 
average deviation of the MK is 1.4mm while scanning a 25x25 
centimeter object from a distance of 1 meter. Tong et al. [2012] 
tested the use of full body scanning while standing on a turn table, 
and registered the collected scans using a global non-rigid 
registration algorithm. A notable application of their scanning 
scenario was an online virtual fitting room. 
 
 

2.2  3DRTT – 3D Radiation Therapy Training   
 
A pioneering X3D web-based radiotherapy planning and training 
system was developed [Hamza-Lup et al. 2009] in the recent past 
to alleviate some of the collision problems associated with 
external beam radiotherapy systems. The simulator allows the 
user to manipulate the orientation and position of different 
components of the medical system (the collimator, gantry, and 
table) to visually detect collisions among the hardware system 
components and the patients. Initially the patient was represented 
by a generic humanoid model. Our novel contribution to the 
simulator is the introduction in real-time of a 3D patient specific 
S-rep. Figure 1 shows the 3DRTT simulator with the new real-
time patient S-rep, along with the X3D graphical user interface. 
 

  
 

 
 

Figure 1: XRTs with new patient specific S-rep 
 
Such an enhancement allows customized radiotherapy planning as 
well as remote collaboration and training. The overall accuracy of 
the simulator for the Novalis and Varian XRT devices was 
determined to be below 1 centimeter [Hamza-Lup et al. 2008]. 
Radiation oncologists consulted during the system development 
consider that 1 centimeter accuracy is sufficient and will 
significantly improve the confidence in the radiation plan delivery. 
To date, over a thousand professionals have used the 3DRTT 
system for training and radiotherapy plan visualization purposes.  
 

3  MK and MKv2 Data Acquisition 
 
A brief review of the MK and MKv2 depth data acquisition, the 
accuracy of the scanners and the camera calibration procedures is 
necessary to better understand the capability of our chosen 
scanning system. 
 
3.1  Scanner Specification 
 
We employed a set of MKs and MKv2s in the patient data 
acquisition process to improve the accuracy of the scanning 
system. In addition to the specifications provided in Table 1, the 
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MK vertical Field-of-view (FOV) is 45.6°, the horizontal FOV is 
58.5° and the depth resolution is 640x480 [Microsoft 2015]. An 
improvement over the MK, MKv2 has a vertical FOV of 60° and 
a horizontal FOV of 70° with a depth resolution of 512x424 
pixels, however the MKv2 is missing the vertical tilt motor 
available in the original version of MK. Data acquisition occurs 
when the MK/MKv2 generates a depth value (z-axis) 
corresponding to each pixel using the infrared camera. A point 
cloud is the result of mapping the pixels in a depth map to 
corresponding X-axis and Y-axis values. Both the Point Cloud 
Library and the Microsoft Kinect SDK offer tools to acquire depth 
maps from the MK and allows mapping them to a point cloud 
used later for S-rep generation. 
 
3.2  Scanner Camera Calibration 
 
Prior to data acquisition and assessment, calibration of the 
intrinsic and extrinsic parameters of each scanner is necessary. 
For each MK/MKv2 we take 150 grayscale images of a 
checkerboard pattern under halogen light using the infrared sensor. 
In each image the checkerboard is placed in a different 
position/orientation. Each scanner has a corresponding image that 
is representative of the checkerboard’s position and orientation at 
a specific moment in time. By designating a common point on the 
checkerboard (Figure 2, right), the extrinsic parameters are 
computer automatically using the same set of images. 
 

  
 

Figure 2: Camera setup (left) and the checkerboard with origin 
marked by the two inner squares (right) 

 
Manual adjustments to the extrinsic parameters are required for 
imprecise motion of the scanners and target. Details of the 
calibration procedure can be found in Kahlesz et al. [2007].  
 
3.3  Accuracy Assessment 
 
Since the accuracy of the sensor decreases with distance [Shin et 
al. 2013], the closer a point is to the center of the depth map the 
greater its accuracy. Likewise the closer a point is to the edge of a 
depth map the lower its accuracy. Therefore, to assess the 
accuracy of the scanner we consider the percentage of the FOV 
used. We measured the distance between the scanners and a flat 
level surface using a laser measuring tool with submillimeter 
accuracy. We collected a point cloud from each scanner and 
removed the points that did not correspond with the flat level 
surface.  
 
To keep the real-time S-rep generation manageable we are 
interested in FOVs which can scan the height and width of a 
person in 2-5 frames. Fewer frames reduce the time needed for 
data acquisition. We assessed the accuracy of point clouds 
generated by scanning flat surfaces with the following 
dimensions: 1 x 0.6 meters, 0.6 x 0.6 meters, and 0.4 x 0.4 meters 
that would be proportional with half the size of a human body. We 
took scans of all the flat surfaces from 1 respectively 2 meters 
away.  

The experiment was repeated five times and generated similar 
values for the Mean Absolute Error (MAE), the Root Mean 
Square Error (RMSE) and the Maximum Error after rounding 
them to the nearest significant digit (e.g. 1 mm). The results for 
the MK are illustrated in Figure 3A.  
 

 
 

Figure 3A: MK accuracy 

 
The MKv2’s depth accuracy (illustrated in Figure 3B) is less 
sensitive to distance (MKv2 was designed to acquire depth up to a 
distance of 2 meters from the target) than the MK. 
  

 
 

Figure 3B: MKv2 accuracy  

 

An increase in the distance from the scanner to the target 
corresponds with an increase in the distance between the points in 
the generated point cloud. This relationship is shown with the 
MKv2 where the distance among the points along the X-axis is 
2.7 mm at 1 meter from target and 5.4 mm at 2 meters from target. 
We observe similar patterns along the Y-axis as well, where 1.3 
mm at 1 meter from target becomes 2.6 mm at 2 meters from 
target. The negative effect of increasing the distance between the 
scanner and the target impacts the accuracy, hindering the 
representation of small details such as those on a patient’s face. 
As a conclusion a tradeoff must be reached between the distance 
to the target and the H/V FOV, limiting the maximum size of the 
scanned object. Since we are dealing with human size objects 
different scenarios and scanning systems configurations have been 
investigated.  
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4  Configuration Scenarios 
 
We implemented several scanning scenarios by varying the 
scanner/patient configuration. The advantages and drawbacks of 
each scanner/patient setup are discussed and compared. 

 
4.1  Tilting the Scanner(s) with a Standing Target 
 
We employed the Point Cloud Library with a custom motor driver 
to tilt the MK a maximum of ±27° and register the captured 
frames while the scanner is tilting. The MKv2 does not have a 
motor and was not tested under this scenario. This approach 
enables the capture of a full patient body (from head to toe) using 
just one MK device. Three scanners are required for a full S-rep 
as illustrated in Figure 4. 

 

 
 

Figure 4: Single tilting camera setup (left). Top view (right). 

 
The back of the patient does not require scanning since in the 
X3D representation it corresponds to the table top (as the patient 
lies on a flat, rigid surface). 
 
Employing this approach a complete scan can be completed in 8 
seconds when all scanners are tilting simultaneously. We were 
able to compose 30 point clouds per tilting MK in real-time. This 
configuration requires placing the scanner at roughly half the 
height of the patient using a tripod. The distance from the tripod 
to the patient did not need to be precise as long as it was within 
0.5 to 2 meters from the scanner. If multiple scanners are used, 
their extrinsic camera parameters are required to generate a 
complete patient S-rep. While it is difficult to register the point 
clouds in real-time with precision, registration can occur at 
interactive speeds. Discrepancies across time, angles, and 
scanners ultimately result in a point cloud which is recognizable 
but inaccurate in the high curvature areas of the target.  Small 
angle warping, stretching, and duplication of surface areas were 
common side effects. The side effects of this scenario would be 
insignificant if the rapid 3D digitization of large objects is the 
only concern. The models are visually recognizable and 
proportional with the target in spite of a few polygonal surface 
errors. 
 
4.2 Tilting the Scanner while Rotating the Target 
 
In this scenario we used the same setup as in the previous section 
with the only addition of a rotating platform underneath the 
patient, as illustrated in Figure 5.  

 
 

Figure 5: Single tilting camera setup with rotating turn-table 

under the target. 

Two variations of motion were tested. In the first variation the 
patient was scanned, rotated 90°, then scanned again, repeating 
the steps until a full patient S-rep was produced. In the second 
variation a single MK was tilted across its full range of motion 4-
6 times continuously as the patient was simultaneously rotated 
360° on a turntable. 
 
The scenario is easy to setup, requiring no extrinsic parameters 
prior to scanning. Placing the scanner on a tripod at half of the 
height of the patient is the only requirement. Scanning is fast and 
can be completed in as little as 45 seconds. However, it is difficult 
to achieve precise rotations while keeping the patient perfectly 
still as he balances on the rotating turntable.  The drawback of this 
scenario is that it causes the same errors as the ones described in 
the previous section but with a larger error magnitude for animate 
objects (patients). While experimenting with real patients, limbs 
are often distorted with this approach as it is almost impossible for 
a human being to stand absolutely still for several seconds while 
rotating. Potential improvements on the registration process could 
improve patient scanning for this scenario [Tong et al. 2012]. 
 
The scenario has minimal side-effects for 3D digitization of large 
objects. It requires less time to be spent during the setup phase 
compared with the previous approach, making it easy to pack up 
and redeploy the entire system at a different location. In situations 
where accuracy is not a concern, it will generate visually 
distinguishable models that can be merged into S-reps. 
 
4.3 Two Scanners Adjoining a Horizontal Target 

 
In this scenario we modified the MK Developer Toolkit 
[Microsoft 2015] for multi-static cameras to operate each Kinect 
device individually (in order to reduce noise caused by the 
infrared sensors interference), to export the final mesh to X3D, 
and to use custom camera parameters. The proposed configuration 
digitizes the upper body of a patient who is lying on a table, using 
two cameras pointing toward the patient at -27° degree angles 
(versus the horizontal) as illustrated in Figure 6.  
 

 
 

Figure 6: Scanning system setup: horizontal target with one 

scanner on each side. 

 
We repeated the process for the patient’s lower body by 
translating the bench on which the patient was lying and then 
merging the point clouds to obtain a full body S-rep. We adjusted 
our algorithm to remove the data corresponding to the table by 
slicing the z-value of the S-rep. The scenario requires extrinsic 
camera parameters, and finalizes a scan in as little as 10 seconds 
depending on the bench translation method. The weakness of this 
approach is the requirement for the accurate horizontal translation 
of the target. In the case of scanning patients for the radiotherapy 
procedure simulated by the 3DRTT system we have selected this 
scenario for two reasons: 
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 Hospitals with XRT and PT devices are equipped with high 
precision (i.e. submillimeter) translation tables (couches). 
Patients undergoing the radiation therapy procedure lie on 
the precision table (i.e. couch) as illustrated in Figure 7. 
 
 

 
 

 

Figure 7: Patient lies on high-precision translation couch. 
 

 

 It is preferable to scan a patient lying down as they will be 
doing when undergoing treatment, due to the effects of 
gravity on the patient’s body (specifically his/her torso and 
abdomen). Soft tissue will usually take a different shape 
hence the corresponding S-rep will be different. This 
consideration can significantly impact the accuracy of the 
patient’s 3D S-rep. 

 

5  Data Processing and Optimization 
 

The mesh produced in the scanning phase has several issues: there 
are holes in places the MK depth sensors could not “see” (as 
illustrated in Figure 8) and the file sizes are large. These issues 
pose serious problems for processes like collision detection when 
the X3D model is used in dynamic scenarios.   

 

 
 

 
 

 
 

 
Figure 8: Data gaps in the point cloud, wire and flat – top-down 

showing that the IR scanners are missing data points. 

 
5.1  Polygonal Mesh Optimization 
 
The point clouds are processed using the Poisson Surface 
Reconstruction (PSR) algorithm [Kazdan and Hoppe 2013] with a 
RMSE of just 0.001-0.002 units for the reconstruction of real 
world data. We consistently assessed a RMSE of 1.4 mm for our 

patient S-reps. After the surface is reconstructed, the Poisson 
algorithm creates additional geometry per its designed tendency to 
close holes and generate a watertight mesh. This is useful in order 
to close small tears in the mesh which could generate collision 
detection malfunction in the 3DRTT simulator, however PSR also 
closes data gaps that are not meant to be closed. This additional 
geometry must be removed. We remove inaccurate vertices by 
assigning a quality value based on the Hausdorff distance 
[Cignoni et al. 1998] between points on the mesh and points on 
the original point cloud. Then we remove values outside of 3x 
RMSEs value. This allows us to filter out faces which are 
inconsistent with the surface of the patient or object. We found 
that the meshes generated using this method were within a MAE 
of 1.3 mm, with a maximum error of less than 3 times the RMSEs 
(4.2 mm). Figure 9 is a visual representation of the quality map 
generated, where blue represents submillimeter errors, green < 
3mm and red < 5 mm. 
 

 
 

 

Figure 9: Quality map of a mesh generated with a single MK. 

Blue <1 mm, Green < 3 mm, Red <5 mm 

 

These values represent excellent accuracy on the patient S-rep 
considering our goal of sub-centimeter accuracy on the simulation 
of a radiation therapy system that has a room-size volume of at 
least 27 cubic meters (3x3x3). 
 

Regarding size, with a single frame taken per MK and translation, 
the overall file size of an extracted mesh will be in the range of 10 
to 20 MB. At this size, the patient model can be used in the 
simulation at framerates high enough for smooth animation (i.e. 
>10 FPS). We tested this assertion by running the X3D simulator 
at a 1600x1200 pixel resolution using an NVidia GeForce 2 Go 
laptop graphics card from 2004 with as little as 32MB of video 
memory. In our tests a 12MB mesh with over 200,000 faces ran at 
a consistent 10 FPS. Other more recent (2012) yet low-end GPUs 
performed better, easily reaching 30 FPS or higher.   
 
While the mesh performs on low-end hardware we need to insure 
that it is still suitable for web deployment. The size must be 
conducive to uploading and downloading on a typical internet 
connection. A 20MB file will take several seconds to download 
over a standard broadband connection (Download: 25Mbs, 
Upload: 10Mbs). Reducing the size of the mesh below 3MB will 
enable download speeds under a second and upload speeds under 
a few seconds. 
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5.2  Compression - X3D Binary Format 
 
We reduce the file size of the model by switching to the X3D 
compressed binary format (X3Db) [X3DB 2015]. By encoding the 
model data in binary rather than XML, the file size is reduced 
significantly. In our tests using BitManagement Contact Player for 
compression, we reduced the size of patient S-reps by 80% or 
more. While this format offers a sufficient reduction in size for 
the patient S-reps we generate (reducing them to nearly 3MB or 
less), we explored additional methods for size optimization. These 
methods include: compressing the X3Db file with Gzip [Gzip 
2015], and reducing the overall complexity of the mesh itself. 
BitManagement Contact Player will automatically decompress g-
zipped X3Db files, and doing so does not alter the mesh itself.  

 
5.3  Decimation vs. Accuracy - Tradeoffs 
 
The complexity of the mesh is reduced using the MeshLab 
implementation of the Quadric Edge Collapse algorithm [Garland 
1997]. This algorithm is applied iteratively, with each iteration 
reducing the model’s polygon count by 10%. Iteratively removing 
polygons results in a smoother mesh than reducing by a large 
number of polygons at once.  Reducing the complexity of the 
mesh will impact the accuracy of the patient S-rep. Here, we 
compare the mesh after Poisson reconstruction with the mesh in 
various stages of decimation.  
 
We tested a patient S-rep that was 10.568 MB in size containing 
96,388 polygons. It was decimated iteratively to 80%, 60%, 40%, 
20%, and 10% of the original number of polygons. Figure 10 
shows the maximum, mean, and RMS error associated with each 
stage of decimation, as well as the file size when exported to X3D.  
  

 
 

Figure 10: Accuracy of patient S-rep after decimation 

 
The error is derived from the Hausdorff distance between the 
faces of the original S-rep and the decimated version. The 
maximum error stays below 2mm until the mesh is at 40% of its 
original size, after which it increases significantly. At this number 
of polygons, the file is 2.106 MB, which is then reduced to 0.4 
MB upon conversion to X3Db. The same file prior to decimation 
was 2MB when converted to X3Db. 
 
 
 

5.4  MK Versions and 3D S-rep Accuracy 
 
While it is difficult to quantify the accuracy of a 3D S-rep 
obtained through scanning without a ground truth model, we can 
estimate an upper bound for the accuracy of the S-rep by adding 
errors between the different steps in the process. Between the MK 
data acquisition and Poisson reconstruction algorithm we can 
generate a model with a MAE of 9.2 mm, using a 1x0.6 meter 
area at a distance of 1 meter from the target.  However, outliers do 
present themselves and in ways that are difficult to detect without 
a ground truth model. Using the same system we can expect 
maximum errors to be limited, but as high as 25.2 mm. Other less 
convenient methods are conceivable, such as the case of a 0.4 x 
0.4 meter area at 1 meter using the MKv2. Such a system would 
require as many as 5-10 scans depending on the length and width 
of the patient, but could still be automated, quick, and offer a 
maximum error as low as 10.2 mm.  
 

6  Conclusion 
 
Modern healthcare systems require information sharing, planning, 
training, patient education and care coordination. Many medical 
treatment procedures require and would tremendously benefit in 
the planning as well as training phase from customized, patient 
specific 3D representations. S-reps can be useful in medical 
simulation for planning and training, more specifically for 
procedures that involve complex systems like X-Ray and Proton 
Therapy devices. 
 
We proposed a reconfigurable and cost effective hardware 
solution for scanning patients using off-the-shelf commercial IR 
scanning systems and a set of automatic 3D S-rep generation and 
optimization techniques. We provided an analysis of the accuracy 
of the S-rep and presented the tradeoffs between S-rep size and 
the accuracy of various mesh decimation levels. 
 
Coupled with the X3D ISO standard and backed by the 
programming languages bindings, S-reps can be employed in 
comprehensive, web-enabled, interactive simulations. We 
illustrate such an example with practical applications in healthcare, 
specifically in cancer treatment procedures like radiotherapy (with 
external X-Rays or Protons).  We provide a preliminary 
assessment of the accuracy of the X3D web-enabled treatment 
planning and training system using patient specific data and we 
are in the process of obtaining clinical validation as we are 
working closely with several external beam radiation therapy, X-
Ray and Proton therapy centers throughout United States, Europe 
and Asia. 
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